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Graph: A Ubiquitous Data Structure
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Different representations of the caffeine molecule

• Graphs model entities (nodes) and relationship (edges)

• Graph data structures are non-Euclidean



Graph Representation
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• Nodes V, Edges E

• Each node: Feature x , Label y

• Adjacency matrix A , Feature matrix X

label

feature

Attributed Graph Adjacency matrix Feature matrix



GNN: Graph Neural Network
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• Apply deep learning architectures to graph data 

• Achieve strong performance on graph learning tasks
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[1] https://paperswithcode.com/sota/ (2023). 

All SOTA methods are GNN-based



GNN: Graph Neural Network

• Graph convolution: aggregate neighbor information N(u) by 

learnable weights W to each node as node representation h
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[1] T Kipf & M Welling. “Semi-supervised classification with graph convolutional networks”. ICLR 2017.



GNN: Graph Neural Network

• Stacking multi-hop graph convolutions as layers
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[1] T Kipf & M Welling. “Semi-supervised classification with graph convolutional networks”. ICLR 2017.



Challenge: GNN Scalability

• Curse of scale: computation overhead greatly increase!

9



Challenge: GNN Scalability

• Modern real-world graphs are on the scale of millions or billions

[1] T Peixoto, "The Netzschleuder network catalogue and repository", https://networks.skewed.de/ (2020). 

Scales of recent graph datasets
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n = 108

m = 1010



Motivations and Objectives

• How to scale up GNN to learn million- or billion-scale graphs?

• What are the bottlenecks of GNN scalability with respect to 
computation time and memory complexity?

• How to simplify and optimize GNN graph propagation using 
advanced graph management techniques?

• How to address the issue of GNN scalability in different variants        
of graph data?

11



SCARA: Scalable GNN with 
Feature-Oriented Optimization
Ningyi Liao∗, Dingheng Mo∗, Siqiang Luo, Xiang Li, Pengcheng Yin. “SCARA: Scalable Graph Neural Networks with 
Feature-Oriented Optimization”. Proceedings of the VLDB Endowment, Vol. 15, No. 11, pp. 3240-3248, 2022.
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Scalability Issue of GNNs

• GNN in matrix form:

14

Feature Matrix

Layer Representation Learnable WeightsAdjacency Matrix

Graph Propagation Feature Transformation

[1] T Kipf & M Welling. “Semi-supervised classification with graph convolutional networks”. ICLR 2017.
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Scalability Issue of GNNs

• Bottleneck of GNN computation is graph propagation

15

Layer Representation Learnable WeightsAdjacency Matrix
n × n n × F F × F

Graph Propagation Feature Transformation

[1] T Kipf & M Welling. “Semi-supervised classification with graph convolutional networks”. ICLR 2017.
[2] W Chiang et al. “Cluster-GCN: An efficient algorithm for training deep and large graph convolutional networks”. KDD 2019. 

• Sparse-Dense Matrix Mul

• m at a larger scale than n
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O(LmF )

• Dense-Dense Matrix Mul

• Similar to common NN
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Not scalable to large m and n

Not optimized for minibatch

Time Complexity:

<latexit sha1_base64="ZJ0jCufBdG8L5fcDsAP0tt3juB8="></latexit>

N (;+1) = f
⇣
G̃N (;)] (;)

⌘
, ; = 0, 1, · · · , ! � 1



Existing Work: Decoupling

• GCN: iterative propagation and transformation
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L Graph Propagation L Feature Transformation

• SGC: decoupled propagation as precomputation
Precomputed PropagationGraph Embedding

[1] T Kipf & M Welling. “Semi-supervised classification with graph convolutional networks”. ICLR 2017.
[2] F Wu et al. “Simplifying graph convolutional networks”. ICML 2019. 
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Existing Work: Decoupling

• Time complexity of SGC is still not scalable

17[1] F Wu et al. “Simplifying graph convolutional networks”. ICML 2019. 

• L Sparse-Dense Matrix Mul

• Result stored in P

→ Time Complexity:

→ Memory Complexity:
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Our Model: SCARA

• Propagation as precomputation
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• Feature transformation
<latexit sha1_base64="DgSx5syVJA9HiemAwhJ54vCks4E="></latexit>
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Time Complexity:
Memory Complexity:
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<latexit sha1_base64="ND3q2pONOftxKh2oWvory8IpiyY="></latexit>

$ (�
p
< log=/_) Only sublinear to m
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Time Complexity:
Memory Complexity:

Efficient GPU training
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Our Model: SCARA

• Time Complexity:
• Sub-linear precomputation time complexity
• Efficient decoupled training and inference

19

Not scalable to 
large m and n

Chapter 2. Literature Review

Table 2.1: Precomputation, training, and inference time complexity of common GNN models.

Model Precomp. Time Training Time Inference Time
GCN [3] – O(ILmF + ILnF

2) O(LmF + LnF
2)

Cluster-GCN [22] O(m) O(ILmF + ILnF
2) O(LmF + LnF

2)
GraphSAINT [23] – O(ILPLnF

2) O(LmF + LnF
2)

GAS [24] O(m+ LnF ) O(ILmF + ILnF
2) O(nF )

APPNP [25] O(m) O(ILPmF + ILnF
2) O(LPmF + LnF

2)
PPRGo [26] O(m/�) O(IKnF + ILnF

2) O(KnF + LnF
2)

SGC [27] O(LPmF ) O(ILnF 2) O(LnF 2)
GBP [11] O(LPF

p
LPm log(LPn)/✏) O(ILnF 2) O(LnF 2)

SCARA (ours) O(F
p
m log n/�) O(ILnF 2) O(LnF 2)

Table 2.2: Precomputation, training, and inference memory complexity of common GNN
models.

Model Precomp. Mem. Training Mem. Inference Mem.
GCN [3] – O(LnF + LF

2) O(LnF + LF
2)

Cluster-GCN [22] O(n) O(LnbF + LF
2) O(LnF + LF

2)
GraphSAINT [23] – O(LPLnbF + LF

2) O(LnF + LF
2)

GAS [24] O(LnF ) O(LdnbF + LF
2) O(LdnbF + LF

2)
APPNP [25] O(m) O(LnbF + LF

2 + nnb) O(LnbF + LF
2 + nnb)

PPRGo [26] O(n/�) O(LnbF + LF
2 +Knb) O(LnbF + LF

2 +Knb)
SGC [27] O(m) O(LnbF + LF

2) O(LnbF + LF
2)

GBP [11] O(nF ) O(LnbF + LF
2) O(LnbF + LF

2)
SCARA (ours) O(nF ) O(LnbF + LF

2) O(LnbF + LF
2)

in particular, and the (l + 1)-th representation matrix H
(l+1) is updated as:

H
(l+1) = �

⇣
ÃH

(l)
W

(l)

⌘
, l = 0, 1, · · · , L � 1, (2.1)

where W
(l) is the trainable weight matrix of the l-th layer, Ã = Ã(1/2) is the normalized

adjacency matrix, and �(·) is the activation function such as ReLU or softmax. For

simplicity we assume the feature size F to be constant in all layers.

Summarized in Tables 2.1 and 2.2, we present an analysis on the complexity bounds of

GCN in Eq. (2.1) to explain the restraints of its e�ciency in computational time and

memory, respectively. In the tables, training and inference memory indicate the GPU

usage for storing and updating representation and weight matrices, while precomputation

is usually conducted on RAM. The memory complexity indicates the usage of intermediate

variables, and fixed storage such as the graph adjacency matrices are omitted. Training

6



Our Model: SCARA

• Memory Complexity:
• Efficient precomputation memory usage
• Minibatch training and inference

20

Not scalable to 
large m and n

Not suitable 
for minibatch

Chapter 2. Literature Review

Table 2.1: Precomputation, training, and inference time complexity of common GNN models.

Model Precomp. Time Training Time Inference Time
GCN [3] – O(ILmF + ILnF

2) O(LmF + LnF
2)

Cluster-GCN [22] O(m) O(ILmF + ILnF
2) O(LmF + LnF

2)
GraphSAINT [23] – O(ILPLnF

2) O(LmF + LnF
2)

GAS [24] O(m+ LnF ) O(ILmF + ILnF
2) O(nF )

APPNP [25] O(m) O(ILPmF + ILnF
2) O(LPmF + LnF

2)
PPRGo [26] O(m/�) O(IKnF + ILnF

2) O(KnF + LnF
2)

SGC [27] O(LPmF ) O(ILnF 2) O(LnF 2)
GBP [11] O(LPF

p
LPm log(LPn)/✏) O(ILnF 2) O(LnF 2)

SCARA (ours) O(F
p
m log n/�) O(ILnF 2) O(LnF 2)

Table 2.2: Precomputation, training, and inference memory complexity of common GNN
models.

Model Precomp. Mem. Training Mem. Inference Mem.
GCN [3] – O(LnF + LF

2) O(LnF + LF
2)

Cluster-GCN [22] O(n) O(LnbF + LF
2) O(LnF + LF

2)
GraphSAINT [23] – O(LPLnbF + LF

2) O(LnF + LF
2)

GAS [24] O(LnF ) O(LdnbF + LF
2) O(LdnbF + LF

2)
APPNP [25] O(m) O(LnbF + LF

2 + nnb) O(LnbF + LF
2 + nnb)

PPRGo [26] O(n/�) O(LnbF + LF
2 +Knb) O(LnbF + LF

2 +Knb)
SGC [27] O(m) O(LnbF + LF

2) O(LnbF + LF
2)

GBP [11] O(nF ) O(LnbF + LF
2) O(LnbF + LF

2)
SCARA (ours) O(nF ) O(LnbF + LF

2) O(LnbF + LF
2)

in particular, and the (l + 1)-th representation matrix H
(l+1) is updated as:

H
(l+1) = �

⇣
ÃH

(l)
W

(l)

⌘
, l = 0, 1, · · · , L � 1, (2.1)

where W
(l) is the trainable weight matrix of the l-th layer, Ã = Ã(1/2) is the normalized

adjacency matrix, and �(·) is the activation function such as ReLU or softmax. For

simplicity we assume the feature size F to be constant in all layers.

Summarized in Tables 2.1 and 2.2, we present an analysis on the complexity bounds of

GCN in Eq. (2.1) to explain the restraints of its e�ciency in computational time and

memory, respectively. In the tables, training and inference memory indicate the GPU

usage for storing and updating representation and weight matrices, while precomputation

is usually conducted on RAM. The memory complexity indicates the usage of intermediate

variables, and fixed storage such as the graph adjacency matrices are omitted. Training

6



Method: SCARA Framework

• Efficient propagation with feature-oriented algorithms
• FEATURE-PUSH: single feature vector-based propagation
• FEATURE-REUSE: reuse among multiple features
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Method: FEATURE-PUSH

• INITIALIZATION: feature vector as 
residue variable
• STEP ①: Forward Push on 

Feature Value
• Residue r: values pending push
• Reserve π: underestimation of 

embedding value
• Complexity: 
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(1 � U)A1/3<latexit sha1_base64="pU3WfnJXh7mrfCX1Drj1mKTLa5A="></latexit>

ĉ1 + = UA1

<latexit sha1_base64="+jXGRjKZGPWjU8VHc/iU1q7b6XU=">AAACJnicbVDNSgMxGMxq1Vr/Wj16CS2CIpRdDyp4KXrxWMHWQneRbPq1DU2yS5LVlqVvIV716NN4E+nNRzH9OdjWgcAwMx9MJow508Z1R87KamZtfSO7mdva3tndyxf26zpKFIUajXikGiHRwJmEmmGGQyNWQETI4SHs3Yz9hydQmkXy3gxiCATpSNZmlBgr+erYD0XaH17h5OQxX3LL7gR4mXgzUqoU/dOXUWVQfSw4Gb8V0USANJQTrZueG5sgJcowymGY8xMNMaE90oGmpZII0EE6KT3ER1Zp4Xak7JMGT9S/FykRWg9EaJOCmK5e9Mbif16TsxBsAwlBKuHZ9CfBuetQLHQz7csgZTJODEg6rdZOODYRHm+GW0wBNXxgCaGK2d9h2iWKUGOXzdndvMWVlkn9rOydl707O+A1miKLDlERHSMPXaAKukVVVEMUxegVvaF358P5dL6c72l0xZndHKA5OD+/JvCodw==</latexit>

A (x;D)
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ĉ (x;D)
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(1 � U)A1/3
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ĉ (x;D)
2 .7 9 3 9 7 0 0 9 4 1 .3 8 2 8 1 4 9 4 3 1 .1 7 9 1 3 6 1 8 9 1 .8 6 7 1 3 8 2 9 4 0 .7 1 0 2 2 1 1 5 1 0 .8 4 1 0 2 2 2 5 1 0 0 .6 0 1 9 0 8 0 .0 5 6 3 6 0 1 1 0 .4 0 5 3 5 1 8 2 1 0

0 2 .2 8 2 8 1 4 9 4 3 2 .0 7 9 1 3 6 1 8 9 2 .7 6 7 1 3 8 2 9 4 0 .7 1 0 2 2 1 1 5 1 0 .8 4 1 0 2 2 2 5 1 0 0 .6 0 1 9 0 8 0 .0 5 6 3 6 0 1 1 0 .4 0 5 3 5 1 8 2 1 0

2 .2 3 5 1 7 6 0 7 5

0 .0 9 9 8 9 5 3 6 7 0 .1 5 5 3 5 5 9 2 0 .1 5 4 4 3 5 8 8 4 0 0 0 .3 5 5 4 4 6 8 8 3 0 .1 0 4 2 6 7 3 5 4 0 .4 7 3 3 9 7 6 3 1 0 .1 8 2 3 6 0 9 3 3 0 .2 1 8 8 8 3 2 1 0 .3 5 1 7 9 0 5 7 3

0 .2 5 3 6 9 7 0 7 1 0 .4 2 8 1 4 4 8 3 3 0 .0 5 9 8 2 4 8 3 3 0 .3 3 1 5 3 9 1 3 1 0 .3 9 9 4 3 9 3 4 0 .2 4 9 3 3 9 5 5 4 0 .4 0 .2 0 0 .3 7 7 5 8 7 7 7 2 0 .2 2 0 3 9 7 6 1 7

0 .2 0 .0 6 4 7 4 1 1 1 8 0 .0 4 2 6 5 5 5 8 3 0 .2 8 6 0 2 1 8 8 1 0 .0 3 9 2 3 9 9 4 6 0 .0 2 6 3 6 5 9 1 7 0 .1 5 6 6 8 5 6 4 6 0 .1 5 8 3 5 8 0 4 9 0 .1 2 2 5 2 1 8 1 1 0 .0 6 3 2 0 5 3 8 3 0 .4 0 9 9 4 2 3 4 4

0 .2 0 .2 6 3 0 5 2 3 9 1 0 .2 0 .2 0 .0 6 4 9 4 7 5 3 1 0 .1 1 9 3 9 1 3 8 9 0 .4 0 .0 3 1 7 2 7 0 5 5 0 .2 7 8 4 8 3 7 0 9 0 .2 7 9 9 6 7 5 8 3 0 .2 4 5 7 9 2 6 8 4

0 .0 1 0 2 9 9 4 8 5 0 .0 1 8 1 2 7 9 4 1 0 .3 1 1 2 2 8 3 4 7 0 .2 0 .3 9 5 8 7 9 8 3 8 0 .1 6 7 1 4 5 0 4 4 0 .2 4 9 7 7 7 9 4 3 0 .4 8 1 1 8 1 3 4 9 0 .4 8 5 9 6 4 0 0 6 0 .3 0 9 4 6 7 7 0 6 0 .1 2 0 2 8 7 8 4 5

<latexit sha1_base64="HvLulTt1f4qIB/R4g5txQEk9rgk="></latexit>

$ (kx k1/A<0G )



Method: FEATURE-PUSH

• STEP ②: Random Walk on 
Feature Residue
• Increase reserves of end nodes 

based on walks
• Precision guarantee
• Complexity: 

• COMBINATION: Push Parameter
• Overall complexity:
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v1

v2

v3

v4

v5

v6

v7

v8

v10

v11v9

②

<latexit sha1_base64="+jXGRjKZGPWjU8VHc/iU1q7b6XU=">AAACJnicbVDNSgMxGMxq1Vr/Wj16CS2CIpRdDyp4KXrxWMHWQneRbPq1DU2yS5LVlqVvIV716NN4E+nNRzH9OdjWgcAwMx9MJow508Z1R87KamZtfSO7mdva3tndyxf26zpKFIUajXikGiHRwJmEmmGGQyNWQETI4SHs3Yz9hydQmkXy3gxiCATpSNZmlBgr+erYD0XaH17h5OQxX3LL7gR4mXgzUqoU/dOXUWVQfSw4Gb8V0USANJQTrZueG5sgJcowymGY8xMNMaE90oGmpZII0EE6KT3ER1Zp4Xak7JMGT9S/FykRWg9EaJOCmK5e9Mbif16TsxBsAwlBKuHZ9CfBuetQLHQz7csgZTJODEg6rdZOODYRHm+GW0wBNXxgCaGK2d9h2iWKUGOXzdndvMWVlkn9rOydl707O+A1miKLDlERHSMPXaAKukVVVEMUxegVvaF358P5dL6c72l0xZndHKA5OD+/JvCodw==</latexit>

A (x;D)
<latexit sha1_base64="fEAFSx25YOTdDG9chQBL1tiMLfQ=">AAACMHicbVDNSgMxGMz6b/2rPzcvQREqQtn1oIKXohePClaF7lKy6dc2NMkuybdqXfoWPoBXPfo0ehKvPoVp68FWBwLDzHwwmTiVwqLvv3sTk1PTM7Nz84WFxaXlleLq2pVNMsOhyhOZmJuYWZBCQxUFSrhJDTAVS7iOO6d9//oWjBWJvsRuCpFiLS2agjN0Ur24EbYZ5mEqeqUwVvl975hmu/Xitl/2B6B/SfBDtitb4d7je6V7Xl/1psJGwjMFGrlk1tYCP8UoZwYFl9ArhJmFlPEOa0HNUc0U2Cgf1O/RHac0aDMx7mmkA/X3Rc6UtV0Vu6Ri2LbjXl/8z6tJEYNroCHKNdzh/SA4ch2rsW7YPIpyodMMQfNhtWYmKSa0vx5tCAMcZdcRxo1wv6O8zQzj6DYuuN2C8ZX+kqv9cnBQDi7cgCdkiDmySbZIiQTkkFTIGTknVcLJA3kiz+TFe/XevA/vcxid8H5u1skIvK9vt6msTA==</latexit>

ĉ (x;D)

<latexit sha1_base64="+jXGRjKZGPWjU8VHc/iU1q7b6XU=">AAACJnicbVDNSgMxGMxq1Vr/Wj16CS2CIpRdDyp4KXrxWMHWQneRbPq1DU2yS5LVlqVvIV716NN4E+nNRzH9OdjWgcAwMx9MJow508Z1R87KamZtfSO7mdva3tndyxf26zpKFIUajXikGiHRwJmEmmGGQyNWQETI4SHs3Yz9hydQmkXy3gxiCATpSNZmlBgr+erYD0XaH17h5OQxX3LL7gR4mXgzUqoU/dOXUWVQfSw4Gb8V0USANJQTrZueG5sgJcowymGY8xMNMaE90oGmpZII0EE6KT3ER1Zp4Xak7JMGT9S/FykRWg9EaJOCmK5e9Mbif16TsxBsAwlBKuHZ9CfBuetQLHQz7csgZTJODEg6rdZOODYRHm+GW0wBNXxgCaGK2d9h2iWKUGOXzdndvMWVlkn9rOydl707O+A1miKLDlERHSMPXaAKukVVVEMUxegVvaF358P5dL6c72l0xZndHKA5OD+/JvCodw==</latexit>

A (x;D)
<latexit sha1_base64="fEAFSx25YOTdDG9chQBL1tiMLfQ=">AAACMHicbVDNSgMxGMz6b/2rPzcvQREqQtn1oIKXohePClaF7lKy6dc2NMkuybdqXfoWPoBXPfo0ehKvPoVp68FWBwLDzHwwmTiVwqLvv3sTk1PTM7Nz84WFxaXlleLq2pVNMsOhyhOZmJuYWZBCQxUFSrhJDTAVS7iOO6d9//oWjBWJvsRuCpFiLS2agjN0Ur24EbYZ5mEqeqUwVvl975hmu/Xitl/2B6B/SfBDtitb4d7je6V7Xl/1psJGwjMFGrlk1tYCP8UoZwYFl9ArhJmFlPEOa0HNUc0U2Cgf1O/RHac0aDMx7mmkA/X3Rc6UtV0Vu6Ri2LbjXl/8z6tJEYNroCHKNdzh/SA4ch2rsW7YPIpyodMMQfNhtWYmKSa0vx5tCAMcZdcRxo1wv6O8zQzj6DYuuN2C8ZX+kqv9cnBQDi7cgCdkiDmySbZIiQTkkFTIGTknVcLJA3kiz+TFe/XevA/vcxid8H5u1skIvK9vt6msTA==</latexit>

ĉ (x;D)

Random Walk 
on Residue

2 .7 9 3 9 7 0 0 9 4 1 .3 8 2 8 1 4 9 4 3 1 .1 7 9 1 3 6 1 8 9 1 .8 6 7 1 3 8 2 9 4 0 .7 1 0 2 2 1 1 5 1 0 .8 4 1 0 2 2 2 5 1 0 0 .6 0 1 9 0 8 0 .0 5 6 3 6 0 1 1 0 .4 0 5 3 5 1 8 2 1 0

0 2 .2 8 2 8 1 4 9 4 3 2 .0 7 9 1 3 6 1 8 9 2 .7 6 7 1 3 8 2 9 4 0 .7 1 0 2 2 1 1 5 1 0 .8 4 1 0 2 2 2 5 1 0 0 .6 0 1 9 0 8 0 .0 5 6 3 6 0 1 1 0 .4 0 5 3 5 1 8 2 1 0

2 .2 3 5 1 7 6 0 7 5

0 .0 9 9 8 9 5 3 6 7 0 .1 5 5 3 5 5 9 2 0 .1 5 4 4 3 5 8 8 4 0 0 0 .3 5 5 4 4 6 8 8 3 0 .1 0 4 2 6 7 3 5 4 0 .4 7 3 3 9 7 6 3 1 0 .1 8 2 3 6 0 9 3 3 0 .2 1 8 8 8 3 2 1 0 .3 5 1 7 9 0 5 7 3

0 .2 5 3 6 9 7 0 7 1 0 .4 2 8 1 4 4 8 3 3 0 .0 5 9 8 2 4 8 3 3 0 .3 3 1 5 3 9 1 3 1 0 .3 9 9 4 3 9 3 4 0 .2 4 9 3 3 9 5 5 4 0 .4 0 .2 0 0 .3 7 7 5 8 7 7 7 2 0 .2 2 0 3 9 7 6 1 7

0 .2 0 .0 6 4 7 4 1 1 1 8 0 .0 4 2 6 5 5 5 8 3 0 .2 8 6 0 2 1 8 8 1 0 .0 3 9 2 3 9 9 4 6 0 .0 2 6 3 6 5 9 1 7 0 .1 5 6 6 8 5 6 4 6 0 .1 5 8 3 5 8 0 4 9 0 .1 2 2 5 2 1 8 1 1 0 .0 6 3 2 0 5 3 8 3 0 .4 0 9 9 4 2 3 4 4

0 .2 0 .2 6 3 0 5 2 3 9 1 0 .2 0 .2 0 .0 6 4 9 4 7 5 3 1 0 .1 1 9 3 9 1 3 8 9 0 .4 0 .0 3 1 7 2 7 0 5 5 0 .2 7 8 4 8 3 7 0 9 0 .2 7 9 9 6 7 5 8 3 0 .2 4 5 7 9 2 6 8 4

0 .0 1 0 2 9 9 4 8 5 0 .0 1 8 1 2 7 9 4 1 0 .3 1 1 2 2 8 3 4 7 0 .2 0 .3 9 5 8 7 9 8 3 8 0 .1 6 7 1 4 5 0 4 4 0 .2 4 9 7 7 7 9 4 3 0 .4 8 1 1 8 1 3 4 9 0 .4 8 5 9 6 4 0 0 6 0 .3 0 9 4 6 7 7 0 6 0 .1 2 0 2 8 7 8 4 5

2 .2 4 1 .3 1 .3 1 1 .3 1 .3 0 .7 3 0 .5 0 .5 2

1 .4 7 9 5 2 4 4 3 9 0 .8 5 8 6 5 2 5 7 6 0 .8 5 8 6 5 2 5 7 6 0 .6 6 0 5 0 1 9 8 2 0 .8 5 8 6 5 2 5 7 6 0 .8 5 8 6 5 2 5 7 6 0 .4 6 2 3 5 1 3 8 7 1 .9 8 1 5 0 5 9 4 5 0 .3 3 0 2 5 0 9 9 1 0 .3 3 0 2 5 0 9 9 1 1 .3 2 1 0 0 3 9 6 3

1 .4 7 9 5 2 4 4 3 9 0 0 0 0 0 0 0 0 0 0

0 .0 9 9 8 9 5 3 6 7 0 .1 5 5 3 5 5 9 2 0 .1 5 4 4 3 5 8 8 4 0 0 0 .3 5 5 4 4 6 8 8 3 0 .1 0 4 2 6 7 3 5 4 0 .4 7 3 3 9 7 6 3 1 0 .1 8 2 3 6 0 9 3 3 0 .2 1 8 8 8 3 2 1 0 .3 5 1 7 9 0 5 7 3

0 .2 5 3 6 9 7 0 7 1 0 .4 2 8 1 4 4 8 3 3 0 .0 5 9 8 2 4 8 3 3 0 .3 3 1 5 3 9 1 3 1 0 .3 9 9 4 3 9 3 4 0 .2 4 9 3 3 9 5 5 4 0 .4 0 .2 0 0 .3 7 7 5 8 7 7 7 2 0 .2 2 0 3 9 7 6 1 7

0 .2 0 .0 6 4 7 4 1 1 1 8 0 .0 4 2 6 5 5 5 8 3 0 .2 8 6 0 2 1 8 8 1 0 .0 3 9 2 3 9 9 4 6 0 .0 2 6 3 6 5 9 1 7 0 .1 5 6 6 8 5 6 4 6 0 .1 5 8 3 5 8 0 4 9 0 .1 2 2 5 2 1 8 1 1 0 .0 6 3 2 0 5 3 8 3 0 .4 0 9 9 4 2 3 4 4

0 .2 0 .2 6 3 0 5 2 3 9 1 0 .2 0 .2 0 .0 6 4 9 4 7 5 3 1 0 .1 1 9 3 9 1 3 8 9 0 .4 0 .0 3 1 7 2 7 0 5 5 0 .2 7 8 4 8 3 7 0 9 0 .2 7 9 9 6 7 5 8 3 0 .2 4 5 7 9 2 6 8 4

0 .0 1 0 2 9 9 4 8 5 0 .0 1 8 1 2 7 9 4 1 0 .3 1 1 2 2 8 3 4 7 0 .2 0 .3 9 5 8 7 9 8 3 8 0 .1 6 7 1 4 5 0 4 4 0 .2 4 9 7 7 7 9 4 3 0 .4 8 1 1 8 1 3 4 9 0 .4 8 5 9 6 4 0 0 6 0 .3 0 9 4 6 7 7 0 6 0 .1 2 0 2 8 7 8 4 5

<latexit sha1_base64="b1vXpvqa7CrfPIawF+nOjnOBIAQ=">AAACJ3icbVBLSwMxGMxq1VpfrR69hBZBEOquB/VY9OJJKtgHtEvJpl/b0CS7Jlm1LP0Xglc9+mu8iT36T0wfB9s6EBhm5oPJBBFn2rjuyFlZTa2tb6Q3M1vbO7t72dx+VYexolChIQ9VPSAaOJNQMcxwqEcKiAg41IL+9divPYLSLJT3ZhCBL0hXsg6jxFjJV61Ex2KIT/Ftq9bKFtyiOwFeJt6MFEr55snLqDQot3JOqtkOaSxAGsqJ1g3PjYyfEGUY5TDMNGMNEaF90oWGpZII0H4yaT3ER1Zp406o7JMGT9S/FwkRWg9EYJOCmJ5e9Mbif16DswBsAwl+IuHJPE+Cc9eBWOhmOpd+wmQUG5B0Wq0Tc2xCPB4Nt5kCavjAEkIVs7/DtEcUocZOm7G7eYsrLZPqWdE7L3p3dsArNEUaHaI8OkYeukAldIPKqIIoekCv6A29Ox/Op/PlfE+jK87s5gDNwfn5BfwfqOQ=</latexit>

ABD</#,
<latexit sha1_base64="b1vXpvqa7CrfPIawF+nOjnOBIAQ=">AAACJ3icbVBLSwMxGMxq1VpfrR69hBZBEOquB/VY9OJJKtgHtEvJpl/b0CS7Jlm1LP0Xglc9+mu8iT36T0wfB9s6EBhm5oPJBBFn2rjuyFlZTa2tb6Q3M1vbO7t72dx+VYexolChIQ9VPSAaOJNQMcxwqEcKiAg41IL+9divPYLSLJT3ZhCBL0hXsg6jxFjJV61Ex2KIT/Ftq9bKFtyiOwFeJt6MFEr55snLqDQot3JOqtkOaSxAGsqJ1g3PjYyfEGUY5TDMNGMNEaF90oWGpZII0H4yaT3ER1Zp406o7JMGT9S/FwkRWg9EYJOCmJ5e9Mbif16DswBsAwl+IuHJPE+Cc9eBWOhmOpd+wmQUG5B0Wq0Tc2xCPB4Nt5kCavjAEkIVs7/DtEcUocZOm7G7eYsrLZPqWdE7L3p3dsArNEUaHaI8OkYeukAldIPKqIIoekCv6A29Ox/Op/PlfE+jK87s5gDNwfn5BfwfqOQ=</latexit>

ABD</#,

2 .7 9 3 9 7 0 0 9 4 1 .3 8 2 8 1 4 9 4 3 1 .1 7 9 1 3 6 1 8 9 1 .8 6 7 1 3 8 2 9 4 0 .7 1 0 2 2 1 1 5 1 0 .8 4 1 0 2 2 2 5 1 0 0 .6 0 1 9 0 8 0 .0 5 6 3 6 0 1 1 0 .4 0 5 3 5 1 8 2 1 0

0 2 .2 8 2 8 1 4 9 4 3 2 .0 7 9 1 3 6 1 8 9 2 .7 6 7 1 3 8 2 9 4 0 .7 1 0 2 2 1 1 5 1 0 .8 4 1 0 2 2 2 5 1 0 0 .6 0 1 9 0 8 0 .0 5 6 3 6 0 1 1 0 .4 0 5 3 5 1 8 2 1 0

2 .2 3 5 1 7 6 0 7 5

0 0 0 0 0 0 0 0 0 0 0

0 .2 4 1 9 7 7 7 9 5 0 .4 6 9 2 9 8 4 9 8 0 .4 7 6 8 2 6 5 9 4 0 .0 0 2 9 0 9 5 8 5 0 .4 0 .2 4 7 5 4 1 5 4 4 0 .4 0 .0 2 6 1 4 4 5 7 7 0 0 0 .2 0 4 5 8 1 9 1 3

0 .0 1 6 5 3 4 9 1 9 0 .4 3 2 7 9 4 9 3 1 0 .4 8 1 8 1 2 7 7 5 0 .0 4 9 9 4 3 8 1 7 0 .4 3 4 2 2 7 8 6 6 0 .3 9 4 8 0 5 0 2 5 0 .1 3 1 3 2 3 2 4 1 0 .0 2 1 6 0 4 9 5 6 0 .3 0 .1 1 6 8 4 2 2 5 5 0 .2 2 6 1 8 7 3 7 8

0 .2 0 .1 1 5 6 6 5 3 9 4 0 .1 0 1 0 2 0 2 7 0 .2 0 .1 4 2 1 6 4 9 6 6 0 .2 5 7 2 4 5 5 9 8 0 .1 1 6 5 6 1 9 6 3 0 .1 3 5 2 1 1 0 1 4 0 .4 8 8 4 6 1 0 .1 4 4 4 9 9 2 0 9 0 .1 0 7 7 1 9 2 4 7

0 .2 3 8 8 9 2 2 5 3 0 .4 5 5 6 2 2 7 5 7 0 .1 0 0 5 8 5 6 8 6 0 .4 2 4 2 4 9 0 9 8 0 .1 7 3 6 6 4 4 1 4 0 .4 2 0 7 9 3 3 2 9 0 .3 0 0 4 6 6 3 0 7 0 .0 6 8 4 1 7 7 3 8 0 .0 4 2 0 9 8 6 5 2 0 .0 0 5 4 4 6 0 8 9 0 .2 8 9 1 0 2 7 8 3

2 .2 4 1 .3 1 .3 1 1 .3 1 .3 0 .7 3 0 .5 0 .5 2

1 .4 7 9 5 2 4 4 3 9 0 .8 5 8 6 5 2 5 7 6 0 .8 5 8 6 5 2 5 7 6 0 .6 6 0 5 0 1 9 8 2 0 .8 5 8 6 5 2 5 7 6 0 .8 5 8 6 5 2 5 7 6 0 .4 6 2 3 5 1 3 8 7 1 .9 8 1 5 0 5 9 4 5 0 .3 3 0 2 5 0 9 9 1 0 .3 3 0 2 5 0 9 9 1 1 .3 2 1 0 0 3 9 6 3

1 .4 7 9 5 2 4 4 3 9 0 0 0 0 0 0 0 0 0 0

0 .0 9 9 8 9 5 3 6 7 0 .1 5 5 3 5 5 9 2 0 .1 5 4 4 3 5 8 8 4 0 0 0 .3 5 5 4 4 6 8 8 3 0 .1 0 4 2 6 7 3 5 4 0 .4 7 3 3 9 7 6 3 1 0 .1 8 2 3 6 0 9 3 3 0 .2 1 8 8 8 3 2 1 0 .3 5 1 7 9 0 5 7 3

0 .2 5 3 6 9 7 0 7 1 0 .4 2 8 1 4 4 8 3 3 0 .0 5 9 8 2 4 8 3 3 0 .3 3 1 5 3 9 1 3 1 0 .3 9 9 4 3 9 3 4 0 .2 4 9 3 3 9 5 5 4 0 .4 0 .2 0 0 .3 7 7 5 8 7 7 7 2 0 .2 2 0 3 9 7 6 1 7

0 .2 0 .0 6 4 7 4 1 1 1 8 0 .0 4 2 6 5 5 5 8 3 0 .2 8 6 0 2 1 8 8 1 0 .0 3 9 2 3 9 9 4 6 0 .0 2 6 3 6 5 9 1 7 0 .1 5 6 6 8 5 6 4 6 0 .1 5 8 3 5 8 0 4 9 0 .1 2 2 5 2 1 8 1 1 0 .0 6 3 2 0 5 3 8 3 0 .4 0 9 9 4 2 3 4 4

0 .2 0 .2 6 3 0 5 2 3 9 1 0 .2 0 .2 0 .0 6 4 9 4 7 5 3 1 0 .1 1 9 3 9 1 3 8 9 0 .4 0 .0 3 1 7 2 7 0 5 5 0 .2 7 8 4 8 3 7 0 9 0 .2 7 9 9 6 7 5 8 3 0 .2 4 5 7 9 2 6 8 4

0 .0 1 0 2 9 9 4 8 5 0 .0 1 8 1 2 7 9 4 1 0 .3 1 1 2 2 8 3 4 7 0 .2 0 .3 9 5 8 7 9 8 3 8 0 .1 6 7 1 4 5 0 4 4 0 .2 4 9 7 7 7 9 4 3 0 .4 8 1 1 8 1 3 4 9 0 .4 8 5 9 6 4 0 0 6 0 .3 0 9 4 6 7 7 0 6 0 .1 2 0 2 8 7 8 4 5

<latexit sha1_base64="3xhi0DI4eB6to3Egu7/1c/dQbXU="></latexit>

$ (< · A<0G/V)
<latexit sha1_base64="ivF5N8gMvjOmYAwLAtSKPmyhiTA=">AAACH3icbVC9TgJBGNxTVMQ/0FJjLhITK3JnoZZEG0tI5CeBC9lbPmDD3t5l9zuVXCitbbX0LXgDO2PLM/gSLj+FgJNsMpmZL5kdPxJco+OMrbX11MbmVno7s7O7t3+QzR1WdRgrBhUWilDVfapBcAkV5CigHimggS+g5vfvJn7tEZTmoXzAQQReQLuSdzijaKRK0wekrWzeKThT2KvEnZN88WRU/nk5HZVaOSvVbIcsDkAiE1TrhutE6CVUIWcChplmrCGirE+70DBU0gC0l0zbDu1zo7TtTqjMk2hP1b8XCQ20HgS+SQYUe3rZm4j/eQ3BfTANJHiJhCd8ngYXrv1gqRt2bryEyyhGkGxWrRMLG0N7Mpbd5goYioEhlClufmezHlWUoZk0Y3Zzl1daJdXLgntVcMtmwFsyQ5ockzNyQVxyTYrknpRIhTDCySt5I+/Wh/VpfVnfs+iaNb85Iguwxr809aaX</latexit>

V
<latexit sha1_base64="0S1+W+inpifk56G7M3ibu14F308="></latexit>

$ (
s
<kx k1

V
) =) $ (

p
< log=/_)

<latexit sha1_base64="0S1+W+inpifk56G7M3ibu14F308="></latexit>

$ (
s
<kx k1

V
) =) $ (

p
< log=/_)



Method: FEATURE-REUSE

• Base Features
• Select           base features
• High Prc. FEAT-PUSH with 

• Non-Base Features
• Linear combination of base 

calculation results
• Low Prc. FEAT-PUSH: sparse vectors 

thus faster
• Complexity:
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2 3 2 0 0 0 0 0 0 0 2

0 0 0 0 0 0 0 3 1 2 3

0 0 0 1 2 3 2 1 0 0 0

0 .4 1 .2

+
0 .6 1 .8

+
0 0

0 .8 2 .4

+
0 0

+
2 0 .6

0 .1 0 .3

+
0 .3 0 .9

+
6 1 .8

0 .1 0 .3

+
0 .7 2 .1

+
2 0 .6

0 .4 1 .2

+
0 .4 1 .2

+
2 0 .6

2 .2 4 1 .3 1 .3 1 1 .3 1 .3 0 .7 3 0 .5 0 .5 2

1 .4 7 9 5 2 4 4 3 9 0 .8 5 8 6 5 2 5 7 6 0 .8 5 8 6 5 2 5 7 6 0 .6 6 0 5 0 1 9 8 2 0 .8 5 8 6 5 2 5 7 6 0 .8 5 8 6 5 2 5 7 6 0 .4 6 2 3 5 1 3 8 7 1 .9 8 1 5 0 5 9 4 5 0 .3 3 0 2 5 0 9 9 1 0 .3 3 0 2 5 0 9 9 1 1 .3 2 1 0 0 3 9 6 3

1 .4 7 9 5 2 4 4 3 9 0 0 0 0 0 0 0 0 0 0

0 .0 9 9 8 9 5 3 6 7 0 .1 5 5 3 5 5 9 2 0 .1 5 4 4 3 5 8 8 4 0 0 0 .3 5 5 4 4 6 8 8 3 0 .1 0 4 2 6 7 3 5 4 0 .4 7 3 3 9 7 6 3 1 0 .1 8 2 3 6 0 9 3 3 0 .2 1 8 8 8 3 2 1 0 .3 5 1 7 9 0 5 7 3

0 .2 5 3 6 9 7 0 7 1 0 .4 2 8 1 4 4 8 3 3 0 .0 5 9 8 2 4 8 3 3 0 .3 3 1 5 3 9 1 3 1 0 .3 9 9 4 3 9 3 4 0 .2 4 9 3 3 9 5 5 4 0 .4 0 .2 0 0 .3 7 7 5 8 7 7 7 2 0 .2 2 0 3 9 7 6 1 7

0 .2 0 .0 6 4 7 4 1 1 1 8 0 .0 4 2 6 5 5 5 8 3 0 .2 8 6 0 2 1 8 8 1 0 .0 3 9 2 3 9 9 4 6 0 .0 2 6 3 6 5 9 1 7 0 .1 5 6 6 8 5 6 4 6 0 .1 5 8 3 5 8 0 4 9 0 .1 2 2 5 2 1 8 1 1 0 .0 6 3 2 0 5 3 8 3 0 .4 0 9 9 4 2 3 4 4

0 .2 0 .2 6 3 0 5 2 3 9 1 0 .2 0 .2 0 .0 6 4 9 4 7 5 3 1 0 .1 1 9 3 9 1 3 8 9 0 .4 0 .0 3 1 7 2 7 0 5 5 0 .2 7 8 4 8 3 7 0 9 0 .2 7 9 9 6 7 5 8 3 0 .2 4 5 7 9 2 6 8 4

0 .0 1 0 2 9 9 4 8 5 0 .0 1 8 1 2 7 9 4 1 0 .3 1 1 2 2 8 3 4 7 0 .2 0 .3 9 5 8 7 9 8 3 8 0 .1 6 7 1 4 5 0 4 4 0 .2 4 9 7 7 7 9 4 3 0 .4 8 1 1 8 1 3 4 9 0 .4 8 5 9 6 4 0 0 6 0 .3 0 9 4 6 7 7 0 6 0 .1 2 0 2 8 7 8 4 5

2 3 2 0 0 0 0 0 0 0 2

0 0 0 0 0 0 0 3 1 2 3

0 0 0 1 2 3 2 1 0 0 0

0 .4 1 .2

+
0 .6 1 .8

+
0 0

0 .8 2 .4

+
0 0

+
2 0 .6

0 .1 0 .3

+
0 .3 0 .9

+
6 1 .8

0 .1 0 .3

+
0 .7 2 .1

+
2 0 .6

0 .4 1 .2

+
0 .4 1 .2

+
2 0 .6

Base Features
FB

+

Base Combination Residue Calculation
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• Time Efficiency: 30-800× faster parallel precomputation, 
comparable or better training and inference clock time

• Memory Efficiency: Paper100M with 72GB without OOM

• Effectiveness: similar or better F1-score, fast convergence

3.4 Complexity Analysis
We then develop theoretical analysis on the time and memory
complexity of SCARA. We have the following lemma:

L���� 3.6. The time complexity of F�������P��� is$ (
q

< kx k1
V ).

P����. We analyze the two parts of Algorithm 1 separately.
The forward push with early termination runs in $ (kx k1/A<0G )
according to [2]. For the random walks in F�������P���, we em-
ploy the complexity derived by [30] as $ (< · A<0G/V). Hence the
overall running time of one query in Algorithm 1 is bounded by
$
⇣
kx k1
A<0G

+ A<0G · <V
⌘
.By applying Lagrange multipliers, the com-

plexity is minimized by selecting A<0G =
q

V kx k1
< . ⇤

According to Lemma 3.6, the time complexity of computing
ĉ (x, V) with Algorithm 1 can be bounded by$ (

p
<kx k1/V). To get

PPR value with absolute error guarantee of _, Algorithm 1 requires
a push coe�cient VB =

_2/log(2/q)
2_/3+2 . Then without F�������R����,

the time complexity for computing PPR value for each normalized
feature vector is bounded by $ (

p
</VB ).

When F�������R���� applies, let \BD< =
Õ=⌫
8=1 \8 denote the

proportion of a feature vector x 5 computed by the base vectors, and
the L1 length of the remaining part x 0 is 1�\BD< . In Algorithm 2, we
compute the remaining part with push coe�cient of (1�W\BD<)VB ,
where 0 < W  1. Recalling that the L1 length of the feature vector
is reduced by \BD< with F�������R����, we can derive that the
time complexity of computing PPR value of x with F�������R����

is $
✓q

< (1�\BD<)
VB (1�W\BD<)

◆
, which is

q
1�\BD<
1�W\BD< times smaller than those

without F�������R����.
For example, if we compute \BD< = 1/2 for a vector x 5 with the

base vectors, and set W = 1/4, then the complexity of computing the
PPR for x 5 is $ (

p
4</7VB ), which is substantially better than the

consumption without F�������R���� $ (
p
</VB ). The overhead of

each base vector is$ (
p
4</VB ), which is only twice slower than the

original complexity. As we select only a few base vectors, the addi-
tional overhead produced by computing base vectors is neglectable
comparing with the acceleration gained.

When F�������R���� applies, the complexity of computing a
feature vector is not worse than the complexity without F�������
R����, and are equivalent to the latter only when \BD< = 0 (i.e.
the feature vector is completely orthogonal with the base vectors).
Therefore in the worst case, the complexity of SCARA on feature
matrix ^ is equivalent to repeating � queries of Algorithm 1. By
settingq = 1/=, we can derive the time overhead of SCARA precom-
putation. For the complexity of memory, the usage of a single-query

F�������P��� can be denoted as $ (=). Hence the precomputation
complexity of SCARA is given by the following theorem:

T������ 3.7. Time complexity of SCARA precomputation stage
is bounded by $

⇣
�
p
< log=/_

⌘
. Memory complexity is $ (=� ).

4 Experimental Evaluation
In this section we compare the SCARA performance with other
scalable GNN competitors under similar parameter settings.

4.1 Experiment Setting
Datasets. We adopt benchmark datasets of di�erent graph prop-
erties, feature dimensions, and data splitting for large-scale node
classi�cation tasks. We present the dataset statistics in Table 2.
Among the datasets, PPI, Yelp, and Amazon are for inductive learn-
ing, where the training and testing graphs are di�erent and require
separate graph precomputation and propagation. The given origi-
nal node splittings are in Table 2. The learning tasks on the other
datasets are transductive and are performed on the same graph
structure. For a dataset with #2 target classes, we refer to conven-
tion in [5, 18] to randomly select two sets of 20#2 and 200#2 nodes
for training and validation, respectively, and the rest labeled nodes
in the graph as the testing set.
Metrics. Predictions on datasets PPI, Yelp, andMAG are multi-label
classi�cation having multiple targets for each node. The other tasks
are multi-class with only one target class per node. We uniformly
utilize micro F1-score to assess the model prediction performance.
The evaluation is conducted on amachine with Ubuntu 18 operating
system, with 160GB RAM, an Intel Xeon CPU (2.1GHz), and an
NVIDIA Tesla K80 GPU (11GB memory). The implementation is by
PyTorch and C++.
Baseline Models. We select the state-of-the-art models of di�er-
ent scalable GNN methods analyzed in Section 2 as our baselines.
GraphSAINT-RW [36] and GAS [12] are representative of di�er-
ent sampling-based algorithms. For post- and pre-propagation de-
coupling approaches, we respectively employ the most advanced
PPRGo [5] and GBP [8]. For a fair comparison, we mostly retain
the implementations and settings from original papers and source
codes. We uniformly apply single-thread executions for all models.
Hyperparameters. Propagation parameters U, A , _ and F�������
R���� parameters =⌫,W, X0 are presented in Table 2 per dataset.
For neural network architecture we set layer depth ! = 4, layer
width, = 2048 and, = 128 for inductive and transductive tasks,
respectively, to be aligned with optimal baseline results in [8]. In
model optimization, we employ mini-batch training with respective
batch size 2048 and 64 for inductive and transductive learning, for
a maximum of 1000 epochs with early stopping.

Table 2: Dataset statistics and parameters. “Split” is the percentage of nodes in training/validation/testing set. “(i)” and “(t)”
stand for inductive and transductive tasks. “(m)” and “(s)” stand for multiple and single target classi�cations.

Dataset Nodes = Edges< Features � Classes #2 Split Probability U Convolution A Common

PPI [15] 56, 944 818, 716 50 121 (m) 0.79/0.11/0.10 (i) 0.3 0.0
_ = 1 ⇥ 10�4
=⌫ = 0.02=*

W = 0.2
X0 = 1/16

Yelp [36] 716, 847 6, 977, 410 300 100 (m) 0.75/0.10/0.15 (i) 0.9 0.3
Reddit [15] 232, 965 114, 615, 892 602 41 (s) 0.01/0.04/0.96 (t) 0.5 0.5
Amazon [10] 2, 400, 608 123, 718, 024 100 47 (s) 0.70/0.15/0.15 (i) 0.2 0.2
MAG [34] 27, 394, 820 366, 143, 207 200 100 (m) 0.01/0.01/0.99 (t) 0.5 0.5

Papers100M [16] 111, 059, 956 1, 615, 685, 872 128 172 (s) 0.78/0.08/0.14 (t) 0.2 0.5
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the implementations and settings from original papers and source
codes. We uniformly apply single-thread executions for all models.
Hyperparameters. Propagation parameters U, A , _ and F�������
R���� parameters =⌫,W, X0 are presented in Table 2 per dataset.
For neural network architecture we set layer depth ! = 4, layer
width, = 2048 and, = 128 for inductive and transductive tasks,
respectively, to be aligned with optimal baseline results in [8]. In
model optimization, we employ mini-batch training with respective
batch size 2048 and 64 for inductive and transductive learning, for
a maximum of 1000 epochs with early stopping.

Table 2: Dataset statistics and parameters. “Split” is the percentage of nodes in training/validation/testing set. “(i)” and “(t)”
stand for inductive and transductive tasks. “(m)” and “(s)” stand for multiple and single target classi�cations.

Dataset Nodes = Edges< Features � Classes #2 Split Probability U Convolution A Common

PPI [15] 56, 944 818, 716 50 121 (m) 0.79/0.11/0.10 (i) 0.3 0.0
_ = 1 ⇥ 10�4
=⌫ = 0.02=*

W = 0.2
X0 = 1/16

Yelp [36] 716, 847 6, 977, 410 300 100 (m) 0.75/0.10/0.15 (i) 0.9 0.3
Reddit [15] 232, 965 114, 615, 892 602 41 (s) 0.01/0.04/0.96 (t) 0.5 0.5
Amazon [10] 2, 400, 608 123, 718, 024 100 47 (s) 0.70/0.15/0.15 (i) 0.2 0.2
MAG [34] 27, 394, 820 366, 143, 207 200 100 (m) 0.01/0.01/0.99 (t) 0.5 0.5

Papers100M [16] 111, 059, 956 1, 615, 685, 872 128 172 (s) 0.78/0.08/0.14 (t) 0.2 0.5
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ATable 3.2: Average results of SCARA and baselines on large-scale datasets for transductive and inductive learning. “Learn”

and “Infer” columns are the learning (sum of precomputation and training) and inference time (s), respectively. “Mem.” is
the peak RAM memory (GB). “F1” is the micro F1-score (%) on testing sets. “OOM” stands for out of memory error. The
respective models of first and second best performance in “Learn”, “Infer”, “Mem.”, and “F1” columns are marked in bold
and underlined fonts.

Transductive
Reddit MAG Papers100M

Learn ( Pre. + Train) Infer Mem. F1 Learn ( Pre. + Train) Infer Mem. F1 Learn ( Pre. + Train) Infer Mem. F1

GraphSAINT 14.4 ( – 14.4) 166.2 13.7 41.6 ±4.8 – – – – OOM – – – – – OOM –

GAS 1151 ( – 1151) 2.2 14.0 38.2 ±0.3 – – – – OOM – – – – – OOM –

PPRGo 79.4 (62.3 + 17.1) 29.1 9.4 41.5 ±2.3 711 ( 451 + 259) 85240 130 17.0 ±1.5 – – – – OOM –

GBP 138 ( 124 + 13.7) 13.5 7.9 38.8 ±0.3 663 ( 569 + 94.4) 1452 173 34.8 ±0.1 – – – – OOM –

SCARA (ours) 13.9 (0.07 + 13.8) 10.7 5.6 44.1 ±0.4 139 (11.6 + 127) 1208 67.7 34.9 ±0.3 1346 (12.7 + 1333) 4.7 71.4 35.7 ±0.9

Inductive
PPI Yelp Amazon

Learn ( Pre. + Train) Infer Mem. F1 Learn ( Pre. + Train) Infer Mem. F1 Learn ( Pre. + Train) Infer Mem. F1

GraphSAINT 297 ( – 297) 8.0 13.7 89.1 ±0.3 1093 ( – 1093) 104 55.2 65.0 ±0.0 1890 ( – 1890) 515 165 81.9 ±0.0

GAS 628 ( – 628) 5.6 10.0 99.4 ±0.0 4844 ( – 4844) 45.6 48.0 57.2 ±0.5 20453 ( – 20453) 212 130 76.3 ±0.3

PPRGo 334 ( 7.4 + 326) 0.8 7.0 48.3 ±0.9 1310 ( 6.3 + 1304) 18.3 9.9 26.3 ±0.5 2560 (95.6 + 2464) 62.0 28.6 77.2 ±1.6

GBP 60.1 ( 2.3 + 57.8) 0.2 5.3 99.2 ±0.1 159 (31.2 + 127) 1.9 13.7 61.6 ±0.1 1181 (84.9 + 1096) 4.9 18.5 88.3 ±0.1

SCARA (ours) 39.9 (0.05 + 39.8) 0.2 5.2 99.2 ±0.0 137 ( 0.2 + 136) 2.3 6.4 62.9 ±0.1 1132 ( 0.5 + 1132) 5.0 6.6 85.6 ±0.0
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Chapter 3. SCARA
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Figure 3.4: Precomputation time of SCARA and decoupling baselines with di↵erent parallel
schemes on (a) Reddit and (b) Amazon datasets. Note that both axes are on a log scale.

3.3.4 E↵ect of Parallel Computation

We then employ additional experiments to study the speed-up on precomputation time

brought by parallel processing. Particularly, we compare against the decoupling methods

PPRGo and GBP, since sampling-based baselines GraphSAINT and GAS cannot be fit

into the similar parallel scheme by design. Figure 3.4 displays the e�ciency results with

the number of threads ranging from 1 to 32.

The experimental evaluation shows that SCARA achieves near-linear improvement when

the number of parallel workers increases, demonstrating its feasibility for parallelism.

Thanks to its feature-oriented design, each feature can be processed independently with

e�cient cache performance. Generally, adopting parallelization accelerates the precom-

putation by up to 10⇥. However, employing 32 or more threads does not significantly

further improve the e�ciency, especially on smaller datasets. We argue that in this case,

the main overhead becomes those non-parallelized operations.

In comparison, the two baselines PPRGo and GBP present both longer precomputation

time, as well as less relative speed-up in parallelism. For PPRGo, the processing time

on Reddit keeps constant even when adding more threads, implying that most of its

computation expenses cannot be optimized by employing the parallel scheme.
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• Time Efficiency: 30-800× faster parallel precomputation, 
comparable or better training and inference clock time

• Memory Efficiency: Paper100M with 72GB without OOM

• Effectiveness: similar or better F1-score, fast convergence
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Fig. 1: Validation F1 convergence curves of SCARA and baseline models on (a) Reddit, (b) PPI, and (c) Yelp datasets. Curves
only represents the process of training phase. Shaded area is the result range of multiple runs.

of [24]. We nonetheless state that our main observation and
comparison still hold.

As an overview, the experimental results demonstrate the
superiority of our model achieving scalability throughout the
learning phase. On all datasets, SCARA reaches 30 � 800⇥
acceleration in precomputation time than the best decou-
pling method, as well as comparable or better training and
inference speed, and significantly better memory overhead.
When the graphs are scaled-up, the time and memory foot-
prints of SCARA increase relatively slower than other GNN
baselines, which is in line with our complexity analysis. For
prediction performance, SCARA converges stablely in all
tasks and outputs comparable or better accuracy than other
scalable competitors.

In a more specific view from time efficiency, our SCARA
model effectively speeds up the learning process in all tasks,
mostly thanks to the fast and scalable precomputation for
graph propagation. The simple neural model forwarding im-
plemented in mini-batch approach also contributes to the ef-
ficient computation of model training and inference. On the
largest available dataset Papers100M, our method efficiently
completes precomputation in 13 seconds, and finishes learn-
ing in an acceptable length of time, showing the scalability
of processing billion-scale graphs. In comparison among
several datasets, the sampling-based GraphSAINT and GAS
achieve good performance, but the $ (�!<� ) term in train-
ing complexity results in great slowdown when graphs are
scaled-up. GraphSAINT is costly for its full-batch prediction
stage on the whole graph, which is usually only executable
on CPUs. GAS is particularly fast for transductive inference,
but it comes with the price of trading off memory expense
and training time to manipulate its cache. The propagation
decoupling models PPRGo and GBP show better scalabil-
ity, but take more time than SCARA to converge, due to the
graph information yielded by precomputation algorithms.
It can be seen that their node-based propagation computa-
tions become less efficient when the graph sizes grow larger,
which aligns with Table 1 complexity analysis. Remarkably,
SCARA achieves about 800⇥ and 200⇥ faster for precom-
putation than these two competitors on Reddit and Amazon.

Regarding memory overhead, our method also demon-
strates its efficiency benefit from its scalable implementation.
We discover that the major memory expense of SCARA only
increases proportional to the graph attribute matrix, while
PPRGo and GBP usually demand twice as large RAM, and
GraphSAINT and GAS use even more for their samplers.
SCARA is the only method that finishes computation on the
billion-scale Papers100M graph, while all other baselines
meet out of memory error on our 192GB machine.

For learning effectiveness, SCARA achieves similar or
better F1-score compared with current GNN baselines. For
4 out of 5 datasets with comparable results, our model out-
performs both the state-of-the-art pre-propagation approach
GBP and the scalable post-propagation baseline PPRGo.
Among other methods, GraphSAINT and GAS have gen-
erally good performance for certain settings, but face the
price of resource-demanding learning and poor consistency
across datasets.

Fig. 1 shows the validation F1-score versus training time
on representative datasets and corresponding GNN models. It
can be observed that when comparing the time consumption
to convergence, the SCARA model is efficient in reaching the
same precision faster than most methods. The performances
of GAS and PPRGo in the figure are relatively suboptimal
because they are relatively less stable and require more time
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(b) testing accuracy on Reddit dataset.

• Time Efficiency: 30-800× faster parallel precomputation, 
comparable or better training and inference clock time

• Memory Efficiency: Paper100M with 72GB without OOM

• Effectiveness: similar or better F1-score, fast convergence
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• SCARA Framework: Pre-Propagation Decoupled Model, optimized 
propagation with fast GPU batch training and inference

• FEATURE-PUSH: feature-oriented fast vector-based propagation, 
sub-linear precomputation complexity

• FEATURE-REUSE: efficient reuse among multiple features, further 
saves computation with guaranteed precision

• Performance Evaluation: up to 800× faster precomputation, able 
to process billion-scale Papers100M in 13 seconds
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Graph Heterophily

• Homophily: connected nodes tend to be of similar classes

• Heterophily: connected nodes tend to be of dissimilar classes

[1] X Zheng et al. “Graph Neural Networks for Graphs with Heterophily: A Survey”. arXiv:2202.07082. 2022. 

Homophilous Graph: citation network
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Abstract
Recent years have witnessed fast developments of
graph neural networks (GNNs) that have benefited
myriads of graph analytic tasks and applications. In
general, most GNNs depend on the homophily as-
sumption that nodes belonging to the same class are
more likely to be connected. However, as a ubiq-
uitous graph property in numerous real-world sce-
narios, heterophily, i.e., nodes with different labels
tend to be linked, significantly limits the perfor-
mance of tailor-made homophilic GNNs. Hence,
GNNs for heterophilic graphs are gaining increas-
ing attention in this community. To the best of our
knowledge, in this paper, we provide a comprehen-
sive review of GNNs for heterophilic graphs for
the first time. Specifically, we propose a system-
atic taxonomy that essentially governs existing het-
erophilic GNN models, along with a general sum-
mary and detailed analysis. Furthermore, we sum-
marize the mainstream heterophilic graph bench-
marks to facilitate robust and fair evaluations. In
the end, we point out the potential directions to
advance and stimulate future research and applica-
tions on heterophilic graphs.

1 Introduction
Graphs are pervasively structured data and have been widely
used in many real-world scenarios, such as social net-
works [Tang et al., 2009; Peng et al., 2022], knowledge
bases [Vashishth et al., 2019], traffic networks [Wu et al.,
2020b] and recommendation systems [Ying et al., 2018;
Ma et al., 2019]. Recently, graph neural networks (GNNs)
have achieved remarkable success with powerful learning
ability and become prevalent models to tackle various graph
analytical tasks, such as node classification, link prediction,
and graph classification [Kipf and Welling, 2017; Hamilton
et al., 2017; Vashishth et al., 2019; Veličković et al., 2018].

While a large number of GNNs with diverse architec-
tures have been designed [Xu et al., 2019; Wu et al., 2020a;
Zhu et al., 2020b; Liu et al., 2022], the majority of them fol-
low the homophily assumption, i.e., nodes with similar fea-
tures or same class labels are linked together. For example, in
citation networks, a study usually cites reference papers from

CustomersFraudstersMath.
Paper

Stat.
Paper

CS
Paper

(a) Homophilic Graph (b)	Heterophilic Graph

Figure 1: Examples of homophilic and heterophilic graphs (Left: (a)
a citation network; Right: (b) an online transaction network).

the same research area [Ciotti et al., 2016]. However, real-
world graphs do not always obey the homophily assumption
but show an opposite property, i.e., heterophily that linked
nodes have dissimilar features and different class labels. For
instance, in online transaction networks, fraudsters are more
likely to build connections with customers instead of other
fraudsters [Pandit et al., 2007]; in dating networks, most peo-
ple prefer to date with people of the opposite gender [Zhu
et al., 2021]; in molecular networks, protein structures are
more likely composed of different types of amino acids that
are linked together [Zhu et al., 2020a]. The examples of
homophilic and heterophilic graphs are provided in Fig. 1
to illustrate their difference visually. Importantly, such het-
erophily restricts the learning ability of existing homophilic
GNNs on general graph-structural data, resulting in signifi-
cant performance degradation on heterophilic graphs.

What Are the Challenges of GNNs for Heterophily? We
attribute the performance degradation to the uniform message
passing framework under the homophily setting. The proce-
dure of this framework can be summarized as: first aggregat-
ing the messages extracted from local neighbor nodes, then
updating the final ego node (the current central node itself)
representations with aggregated neighbor messages. How-
ever, under the heterophily setting, such mechanism mainly
has two thorny limitations: (1) Local neighbors are defined
as proximal nodes in graph topology, which fail to capture
informative nodes with long-term distances; On heterophilic
graphs, nodes with high structural and semantic similarities
might be farther away from each other. (2) Uniform aggrega-
tion and update ignore the difference in information between
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Abstract
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graph neural networks (GNNs) that have benefited
myriads of graph analytic tasks and applications. In
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more likely to be connected. However, as a ubiq-
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Graph Heterophily

• Locality-based GNNs not suitable for heterophilous graphs
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Existing Work: Full-Graph Information

• Heterophilous GNNs usually rely on whole-graph information

[1] H Pei et al. “Geom-GCN: Geometric Graph Convolutional Networks”. ICLR 2020. 33

Geom-GCN: full graph embedding

Published as a conference paper at ICLR 2020

ing MPNNs, the scheme extracts more structural information of the graph and can aggregate feature
representations from distant nodes via mapping them to neighborhoods defined in the latent space.

We then present an implementation of the geometric aggregation scheme in graph convolutional net-
works, which we call Geom-GCN, to perform transductive learning, node classification, on graphs.
We design particular geometric relationships to build the structural neighborhood in Euclidean and
hyperbolic embedding space respectively. We choose different embedding methods to map the graph
to a suitable latent space for different applications, where suitable topology patterns of graph are pre-
served. Finally, we empirically validate and analyze Geom-GCN on a wide range of open datasets
of graphs, and Geom-GCN achieved the state-of-the-art results.

In summary, the contribution of this paper is three-fold: i) We propose a novel geometric aggregation
scheme for graph neural network, which operates in both graph and latent space, to overcome the
aforementioned two weaknesses; ii) We present an implementation of the scheme, Geom-GCN, for
transductive learning in graph; iii) We validate and analyze Geom-GCN via extensive comparisons
with state-of-the-art methods on several challenging benchmarks.

2 GEOMETRIC AGGREGATION SCHEME

In this section, we start by presenting the geometric aggregation scheme, and then outline its ad-
vantages and limitations compared to existing works. As shown in Fig. 1, the aggregation scheme
consists of three modules, node embedding (panel A1 and A2), structural neighborhood (panel B1
and B2), and bi-level aggregation (panel C). We will elaborate on them in the following.

Figure 1: An illustration of the geometric aggregation scheme. A1-A2 The original graph is mapped
to a latent continuous space. B1-B2 The structural neighborhood. All adjacent nodes lie in a small
region around a center node in B1 for visualization. In B2, the neighborhood in the graph contains all
adjacent nodes in graph; the neighborhood in the latent space contains the nodes within the dashed
circle whose radius is ⇢. The relational operator ⌧ is illustrated by a colorful 3⇥ 3 grid where each
unit is corresponding to a geometric relationship to the red target node. C Bi-level aggregation on the
structural neighborhood. Dashed and solid arrows denote the low-level and high-level aggregation,
respectively. Blue and green arrows denote the aggregation on the neighborhood in the graph and
the latent space, respectively.

A. Node embedding. This is a fundamental module which maps the nodes in a graph to a latent
continuous space. Let G = (V,E) be a graph, where each node v 2 V has a feature vector xv

and each edge e 2 E connects two nodes. Let f : v ! zv be a mapping function from a node in
graph to a representation vector. Here, zv 2 Rd can also be considered as the position of node v in
a latent continuous space, and d is the number of dimensions of the space. During the mapping, the
structure and properties of graph are preserved and presented as the geometry in the latent space.
For instance, hierarchical pattern in graph is presented as the distance to the original in embedding
hyperbolic space (Nickel & Kiela, 2017). One can employ various embedding methods to infer the
latent space (Cai et al., 2018; Wang et al., 2018).

3



Existing Work: Full-Graph Information

• Heterophilous GNNs usually rely on whole-graph information

[1] D Lim et al. “Large scale learning on non-homophilous graphs: New benchmarks and strong simple methods”. NeurIPS 2021. 34

LINKX: entire graph adjacency matrix

be directly applied to the non-homophilous setting, as they oftentimes assume homophily in their
construction [71, 32, 20, 10].

Non-homophily in graphs also degrades proven graph learning techniques that have been instrumental
to strong performance in scalable graph learning. For instance, label propagation, personalized
PageRank, and low-pass graph filtering have been used for scalable graph representation learning
models, but these methods all assume homophily [71, 32, 20, 10]. Moreover, we give empirical
evidence that existing minibatching techniques in graph learning [16, 77] significantly degrade
performance in non-homophilous settings. In response, we develop a novel model, LINKX, that
addresses these concerns; LINKX outperforms existing graph learning methods on large-scale non-
homophilous datasets and admits a simple minibatching procedure that maintains strong performance.

To summarize, we demonstrate three key areas of deficiency as mentioned above, namely: (1) that
there is a lack of large, high-quality datasets covering different non-homophilous applications, (2) that
current graph minibatching techniques and scalable methods do not work well in non-homophilous
settings, and (3) that prior non-homophilous methods are not scalable. To these ends, this paper
makes the following contributions:

Dataset Collection and Benchmarking. We collect a diverse series of large, non-homophilous graph
datasets and define new node features and tasks for classification. These datasets are substantially
larger than previous non-homophilous datasets, span wider application areas, and capture different
types of complex label-topology relationships. With these proposed datasets, we conduct extensive
experiments with 14 graph learning methods and 3 graph minibatching techniques that are broadly
representative of the graph machine learning model space.

Analyzing Scalable Methods and Minibatching. We analyze current graph minibatching tech-
niques like GraphSAINT [77] in non-homophilous settings, showing that they substantially degrade
performance in experiments. Also, we show empirically that scalable methods for graph learning
like SGC and C&S [71, 32] do not perform well in non-homophilous settings — even though they
achieve state-of-the-art results on many homophilous graph benchmarks. Finally, we demonstrate
that existing non-homophilous methods often suffer from issues with scalability and performance in
large non-homophilous graphs, in large part due to a lack of study of large-scale non-homophilous
graph learning.

LINKX: a strong, simple method. We propose a simple method LINKX that achieves excellent
results for non-homophilous graphs while overcoming the above-mentioned minibatching issues.
LINKX works by separately embedding the adjacency A and node features X, then combining them
with multilayer perceptrons and simple transformations, as illustrated in Figure 1. It generalizes node
feature MLP and LINK regression [79], two baselines that often work well on non-homophilous
graphs. This method is simple to train and evaluate in a minibatched fashion, and does not face the
performance degradation that other methods do in the minibatch setting. We develop the model and
give more details in Section 4.

MLPA

MLPX

W

𝜎

MLPf
+|| 𝜎

Figure 1: Our model LINKX separately embeds node features and adjacency information with MLPs,
combines the embeddings together by concatenation, then uses a final MLP to generate predictions.

2



Scalability Issue of Heterophilous GNNs
• Natural conflict: whole-graph processing not suitable for large-

scale and minibatch tasks

35

Terms that not scalable 
to large m and n

Terms that not suitable 
for minibatch

Chapter 2. Literature Review

Table 2.3: Precomputation, training, and inference time complexity of heterophilous GNNs.

Model Precomp. Time Training Time Inference Time
GPRGNN [39] O(m) O(ILPmF + ILnF

2) O(LPmF + LnF
2)

GCNJK [40] – O(ILmF + ILnF
2) O(LmF + LnF

2)
MixHop [41] – O(ILPLmF + ILnF

2) O(LPLmF + LnF
2)

LINKX [42] – O(ImF + ILnF
2) O(mF + LnF

2)
LD2 (ours) O(LPmF ) O(ILnF 2) O(LnF 2)

Table 2.4: Precomputation, training, and inference memory complexity of heterophilous GNNs.

Model Precomp. Mem. Training Mem. Inference Mem.
GPRGNN [39] O(m) O(LnF + LF

2 +m) O(LnF + LF
2 +m)

GCNJK [40] – O(LCnF + LCF
2) O(LCnF + LCF

2)
MixHop [41] – O(CLnF + CLF

2) O(CLnF + CLF
2)

LINKX [42] – O(LCnbF + LCF
2 + nF ) O(LCnbF + LCF

2 + nF )
LD2 (ours) O(CnF ) O(LCnbF + LCF

2) O(LCnbF + LCF
2)

2.4.2 Iterative Heterophilous GNNs

In the context of GNNs under heterophily, most current models belong to the iterative

design, that they alter the vanilla propagation Eq. (2.1) for better performance but do

not change its iterative nature. Similarly, we compare the complexity of representative

heterophilous models in Tables 2.3 and 2.4.

Usually, heterophilous GNNs consider full-graph information, relying upon the complete

graph adjacency matrix to compute inter-node relationships. These high-order calculations

are shown to be e↵ective in retrieving information beyond immediate neighbors, but come

at the price of more complex propagation operations.

H2GCN [43] examines the homophily-dominant property for 2-hop neighbors, and si-

multaneously performs propagation on both 1-hop and 2-hop adjacency matrices Ã and

Ã2. Specifically, the 2-hop matrix Ã2 is the adjacency matrix of the induced subgraph

consisting of only strict 2-hop neighbors N̄2(u) = {v|t 2 N (u), v 2 N (t), v /2 N (u)}. The

two representations are usually aggregated by a jumping knowledge layer.

MixHop [41] concatenates identity, 1-hop, and 2-hop propagations in each of its layer

H
(l+1) = �(H (l)

W
(l)

0
kÃH

(l)
W

(l)

1
kÃ

2
H

(l)
W

(l)

2
), where (·k·) denotes matrix concatena-

tion. Such aggregation results in expanding width of representations over multiple layers.
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Our Model: LD2

• Precomputation:

36

Low-Dimension 
Adj Embedding

Long-Distance 
Feature Embedding

• Feature Transformation:
<latexit sha1_base64="CZNhE8yK6oVtXXnS1Romlk4dju8="></latexit>

PA,PX = A2Prop(A,X)
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H
(L) = MLP(PAWAkPXWX)

Linear to m and n

Decoupled simple 
minibatching
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Method: Adjacency Embedding
• 2-hop neighbors are proved to be homophily-dominant 

regardless of 1-hop neighbor distribution
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Abstract
Recent years have witnessed fast developments of
graph neural networks (GNNs) that have benefited
myriads of graph analytic tasks and applications. In
general, most GNNs depend on the homophily as-
sumption that nodes belonging to the same class are
more likely to be connected. However, as a ubiq-
uitous graph property in numerous real-world sce-
narios, heterophily, i.e., nodes with different labels
tend to be linked, significantly limits the perfor-
mance of tailor-made homophilic GNNs. Hence,
GNNs for heterophilic graphs are gaining increas-
ing attention in this community. To the best of our
knowledge, in this paper, we provide a comprehen-
sive review of GNNs for heterophilic graphs for
the first time. Specifically, we propose a system-
atic taxonomy that essentially governs existing het-
erophilic GNN models, along with a general sum-
mary and detailed analysis. Furthermore, we sum-
marize the mainstream heterophilic graph bench-
marks to facilitate robust and fair evaluations. In
the end, we point out the potential directions to
advance and stimulate future research and applica-
tions on heterophilic graphs.

1 Introduction
Graphs are pervasively structured data and have been widely
used in many real-world scenarios, such as social net-
works [Tang et al., 2009; Peng et al., 2022], knowledge
bases [Vashishth et al., 2019], traffic networks [Wu et al.,
2020b] and recommendation systems [Ying et al., 2018;
Ma et al., 2019]. Recently, graph neural networks (GNNs)
have achieved remarkable success with powerful learning
ability and become prevalent models to tackle various graph
analytical tasks, such as node classification, link prediction,
and graph classification [Kipf and Welling, 2017; Hamilton
et al., 2017; Vashishth et al., 2019; Veličković et al., 2018].

While a large number of GNNs with diverse architec-
tures have been designed [Xu et al., 2019; Wu et al., 2020a;
Zhu et al., 2020b; Liu et al., 2022], the majority of them fol-
low the homophily assumption, i.e., nodes with similar fea-
tures or same class labels are linked together. For example, in
citation networks, a study usually cites reference papers from

CustomersFraudstersMath.
Paper

Stat.
Paper

CS
Paper

(a) Homophilic Graph (b)	Heterophilic Graph

Figure 1: Examples of homophilic and heterophilic graphs (Left: (a)
a citation network; Right: (b) an online transaction network).

the same research area [Ciotti et al., 2016]. However, real-
world graphs do not always obey the homophily assumption
but show an opposite property, i.e., heterophily that linked
nodes have dissimilar features and different class labels. For
instance, in online transaction networks, fraudsters are more
likely to build connections with customers instead of other
fraudsters [Pandit et al., 2007]; in dating networks, most peo-
ple prefer to date with people of the opposite gender [Zhu
et al., 2021]; in molecular networks, protein structures are
more likely composed of different types of amino acids that
are linked together [Zhu et al., 2020a]. The examples of
homophilic and heterophilic graphs are provided in Fig. 1
to illustrate their difference visually. Importantly, such het-
erophily restricts the learning ability of existing homophilic
GNNs on general graph-structural data, resulting in signifi-
cant performance degradation on heterophilic graphs.

What Are the Challenges of GNNs for Heterophily? We
attribute the performance degradation to the uniform message
passing framework under the homophily setting. The proce-
dure of this framework can be summarized as: first aggregat-
ing the messages extracted from local neighbor nodes, then
updating the final ego node (the current central node itself)
representations with aggregated neighbor messages. How-
ever, under the heterophily setting, such mechanism mainly
has two thorny limitations: (1) Local neighbors are defined
as proximal nodes in graph topology, which fail to capture
informative nodes with long-term distances; On heterophilic
graphs, nodes with high structural and semantic similarities
might be farther away from each other. (2) Uniform aggrega-
tion and update ignore the difference in information between
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Method: Adjacency Embedding

• Low-Dimension 2-hop adj decomposition as embedding:

38

• Calculation:
Gaussian Matrix

Power Iteration

Orthogonalize + Normalize

<latexit sha1_base64="LvQygcDVu4p1hqusSJPpF55sHxY="></latexit>
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Method: Feature Embedding

• Long-Distance generalized graph propagation
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CHANNEL ①: Constant 2-hop 
Adjacency Propagation

CHANNEL ②: Inverse 1-hop 
Laplacian Propagation
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Method: Embedding Calculation

• Multi-channel embedding, one-time computation:

40
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Experimental Evaluation
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• Effectiveness: 

• Top 1 accuracy on 6/8 graphs 
• No accuracy drop for minibatch 



Experimental Evaluation
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• Efficiency: 

• 3-15× faster minibatch training, significantly fast inference
• Up to 5× lower memory for large graphs



Experimental Evaluation
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• Ablation Study: 

• Combination of channels is effective for different graphs
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Summary

44

• LD2 Framework: Pre-Propagation Decoupled Heterophilous GNN, 
optimized minibatch training

• Low Dimension Adjacency Embedding: embed full graph 
topology in low dimensional matrix representation

• Long Distance Feature Embeddings: multi-channel node features 
by different graph propagation schemes

• Performance Evaluation: 3–15× faster minibatch training and 
inference, up to 5× smaller memory footprint



Contents

45

Conclusion and Future Works



Conclusion
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• CONTRIBUTION ①: SCARA
• Scalable GNN with decoupled efficient graph propagation and 

feature-oriented optimizations

• Sub-linear complexity, fast precomputation, 1.6B graph in 13 sec

• CONTRIBUTION ②: LD2

• Scalable heterophilous GNN with decoupled multi-channel 
topology and feature embeddings

• Minibatch ability, simplified learning, 240M graph in 40 sec



Future Works
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• Broader Range of Models: 
• Extend propagation schemes: iterative-, post-propagation
• Apply on more architectures: GAT, Graph Transformer

• Variants of Graph Data: 
• Heterogeneous Graph: dissimilar edges and propagations
• Dynamic Graph: nodes and edges change with time

• Benchmarking GNN Scalability: 
• Evaluate performance of different scalable GNN designs 
• Explore efficacy-efficiency tradeoff
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